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[MnaH

* AToMapHble onepaumm
* [loTOKM, UX UcnoNb30BaHME

» Peannsaumsa oqHOBpEMEHHOIO
KONMUPOBAHUA ZlaHHbIX U BbINOJHEHMA

a7pa
* UHTeponepadenbHoCcTb ¢ OpenGL




ATOMapHOCTb onepauumu

PaccMOTPUM TpaJMLMOHHYIO ornepaumio MHKPEMEHTA
X ++

Ha npakTHKe oHa nepeBoamuTCs B caeaylolime onepauum

r = X; load into register
inc r; 1lncrement value 1n register

X = r; store incremented wvalue




ATOMapHOCTb onepauumu

Tenepb pacCMOTPUM CUTYaLMIO KOrJa ABE HUTU
MbITAOTCSA OJAHOBPEMEHHO BbINOJIHMTb ONepaLmio
MHKPEMEHTA Ha/Jl OJHOM U TOMU Ke NepeMeHHOM

; Thread 1 ; Thread 2
rl = x; r2 = X;
inc rl; inc r2;
x = rl; X = r2;

TyT y»Ke BO3MOKHbl Bap1aHTbl Ha/I0XKEHUA onepaumm
ApYr Ha Apyra




ATOMapHOCTb onepauumn.
KOHPUKT

; Thread 1 ; Thread 2

; x =0 ; x =0

rl = x; r1l =0 r2 = x; r2 =0
inc rl; rl1l =1 inc r2; r2 =1
X =1rl; x =1 X =1r2; x =1

Onepaumsa npoLL/ia HEKOPPEKTHO - 3HAYEHME
NepeMeHHOM 6blJ10 MHKPEMEHTMPOBAHO BCEro OAUH

pa3




ATOoMapHble onepaumm

CUDA noaaep:xuBaeT crneumnasibHblie
ornepaummn, rapaHTUpyrLiue
aTOMapHOCTb

— OHM BbINOJIHAIOTCA MeaJIeHHee

— CC 1.1 nogaeprkuBaeT LenovYnUCIeHHble
aToMapHble onepauun B ri106abHOU
NaMAaTU

— CC 1.1 nogaepkmuBaeT LuenovYncIeHHble
aTOMapHble onepauun B pa3aensaempm
NaMAaTU




ATOMapHble onepauuu

— Hap 64-6m1toBbiMU LienbiMm ¢ CC 2.0
— atomicAdd ansa float - CC 2.0




ATOoMapHble onepaumm

// BOBBpamanT cTapoe BHadYeHMe
int atomicAnd ( int * addr, int wvalue );
uint atomicAnd ( uint * addr, uint wvalue );
unsigned long long atomicAdd ( unsigned long long * addr, unsigned long long value );
float atomicAdd ( float * addr, float value );

int atomicSub ( int * address, int value );
uint atomicSub ( uint * address, uint wvalue );

// BanmucmBaeT BHaueHMe IO ajpecy, BOBapllaeT CTapoe BHAauYeHue
int atomicExch ( int * addr, int value );
uint atomicExch ( uint * addr, uint wvalue );
unsigned long long atomicExch ( unsigned long long * addr, unsigned long long value );

// BanucmBaeT pesynbTaT onepanuMu, BOBBpAllaeT CTapoe BHAadYeHMue
int atomicMin int * addr, int value );
uint atomicMin uint * addr, uint value );
int atomicMax int * addr, int value );
uint atomicMax uint * addr, uint value );

N N N~

*

uint atomicInc ( uint
uint atomicDec ( uint

addr, uint wvalue
addr, uint wvalue

*

~
~e

~e

int atomicAnd ( int * addr, int wvalue );
uint atomicAnd ( uint * addr, uint wvalue );
int atomicOr ( int * addr, int wvalue );
uint atomicOr ( uint * addr, uint wvalue );
int atomicXor ( int * addr, int wvalue );
uint atomicXor ( uint * addr, uint wvalue );




[ToTOKM (Streams)

* GPU yMeloT BbIMOJIHATb MHOTME BELLM
NapasnesibHO
— BbinonHeHWe agep 1 KonupoBaHMeE NMaMATHU

mexay CPU 1 GPU MoxeT BbINO/IHATbLCA
napaJsisie/ibHO

— GPU c CC 2.x yMetoT BbINO/IHATL A0 16
aep 04HOBPEMEHHO




[ToTOKMU

* [loToKk (stream) B CUDA npeactasnser
cobou ouvepe/ib 3arnpocoB, KOTOpPbIE
10/1XHbl ObITb BbINOJIHEHbI @ 3aJlaHHOM
nopagke

* [lo ymon4yaHu1io nCcnosib3dyeTca Bcerga
CYLLIECTBYIOLLMM NOTOK O

* OIHAKO MOMKHO C03aTb HECKOJIbKO
NOTOKOB, TOrAa onepaumm u3 pasHbix
MOTOKOB MOTYT BbIMOJIHATLCSA
napa/iyie/IbHo



[ToTOKM

cudaStream;t stream;

cudaStreamCreate ( &stream ) ;

cudaStreamDestroy ( &stream ) ;




[TloTOoKU (Nprmep)

PaccMoTpuM crieaytoyto 3a4a4y - ecTb
oriepaumusa, 6epyuiasa Ha BXo ABa
MacCCMBa U MO KaXKJ0M Nape 3/1EMEHTOB
M3 COOTBETCTBYIOLWMX MAaCCMBOB
CTPOSALLAA 3NEMEHT TPETbEro
(BbIXO4HOr0) MaccuBa

c[i] = foo(a[i], b[i])




[ToTOKMU (NpuMep)

TpaaMUMOHHBIM CNOCO6

» CnepBa Le/IMKOM Konnpyem oba
maccmea CPU->GPU

* BbinosiHAEM A4pO

 UesiMKkoM Konmpyem BbIXOAHOU MaCCMB
GPU->CPU




[TloTOoKU (Nprmep)

/1na Toro, 4TOo6bLI BOCMNOJ1b30BaATbCH
BO3MOHOCTbIO NapaniesibHoOro
KONMPOBAHMA U BbIMOJIHEHMA

* Bbigenum pinned-namMaTb
 Pa3zobbemM MaccuBbl HA B6J10KU

* OlHOBpEMEHHO byZleM KonMpoBaTh /Ba
BXOZHbIX 6/10Ka, BbIMOJIHATbL A4pO0 U
KONMMpPOBaTb pe3y/ibTaT 06paTHO



[ToTOKM

Stream O

memcpy A to GPU

Stream 1

memcpy B to GPU

kernel

memcpy A to GPU

memcpy C to GPU

memcpy B to GPU

kernel

memcpy A to GPU

memcpy B to GPU

memcpy C to GPU

kernel

memcpy A to GPU

memcpy C to GPU

memcpy B to GPU

kernel

memcpy C to GPU




[TOTOKM - KaK Bce paboTaer

Stream O

Copy Engine

memcpy A to GPU

memcpy A to GPU

memcpy B to GPU

memcpy B to GPU

kernel

memcpy C to GPU

memcpy C to GPU

blocking

memcpy A to GPU

Stream 1

memcpy B to GPU

memcpy C to GPU

memcpy A to GPU

memcpy B to GPU

Execution Engine

kernel

kernel

memcpy C to GPU

kernel




[TOTOKM - KaK HY}XHO

Execution Engine

kernel

Copy Engine

kernel

memcpy A to GPU

memcpy A to GPU

memcpy B to GPU

memcpy B to GPU

memcpy C to GPU

memcpy C to GPU




[TOTOKM - KaK HYXHO

for ( int i = 0; i < DATA SIZE; i += N*2)
{
cudaMemcpyAsync( devAO, hostA + i, N * sizeof (int),
cudaMemcpyHostToDevice, streamO ) ;
cudaMemcpyAsync( devAl, hostA + i + N, N * sizeof (int),
cudaMemcpyHostToDevice, streaml ) ;

cudaMemcpyAsync( devBO, hostB + i, N * sizeof (int),
cudaMemcpyHostToDevice, stream0O ) ;

cudaMemcpyAsync( devBl, hostB + i + N, N * sizeof (int),
cudaMemcpyHostToDevice, streaml );

kernel<<<blocks, threads, 0, stream0>>> ( devA0O, devB0O, devCO );
kernel<<<blocks, threads, 0, stream0>>> ( devAl, devBl, devCl );

cudaMemcpyAsync( hostC + i, devCO, N * sizeof (int),
cudaMemcpyDeviceToHost, stream0O ) ;

cudaMemcpyAsync( hostC + i + N, devCl, N * sizeof (int),
cudaMemcpyDeviceToHost, streaml ) ;




MHTeponepabesibHOCTb C
OpenGL

* Bo3MoXXHOCTb HenocpeacTtseHHO B CUDA
Mcnosib3oBaTb AgaHHble OpenGL 6e3
He06Xo0AMMOCTU MX KONUPOBaTb

— lNoaaepxmBaroTCcA TEKCTYpbI
— MNoaaepxusatotrca VBO

— COOTBETCTBYOLWMM pecypc HEO6X0AMMO
3aperncTpupoBaTb BHa4ase

— [lna otobpaxKeHusa pecypca B ajpecHoe
npocTtpaHcTBo CUDA mncnonbsyetcsa
COOTBETCTBYOLIME PYHKUUU OTOOPAKEHUS



UHTeponepabesibHOCTb C
OpenGL - VBO

class CudaGlBuffer // VBO
{

cudaGraphicsResource * resource;

VertexBuffer * buffer;
GLenum target;
public:

CudaGlBuffer ( VertexBuffer * buf, GLenum theTarget,
unsigned int flags = cudaGraphicsMapFlagsWriteDiscard )

{
buffer buf;

target = theTarget;

buffer -> bind ( target );
cudaGraphicsGLRegisterBuffer ( &resource, buffer -> getId (), flags );
buffer -> unbind ();

}

~CudaGlBuffer ()

{

cudaGraphicsUnregisterResource ( resource );

bool mapResource ( cudaStream t stream = 0 )
{
return cudaGraphicsMapResources ( 1, &resource, stream ) == cudaSuccess;
}
bool unmapResource ( cudaStream t stream = 0 )

return cudaGraphicsUnmapResources ( 1, &resource, stream ) == cudaSuccess;




UHTeponepabesibHOCTb C
OpenGL - VBO

void * mappedPointer ( size_ t& numBytes ) const

{

void * ptr;

if ( cudaGraphicsResourceGetMappedPointer ( &ptr, &numBytes, resource )
'= cudaSuccess )
return NULL;

return ptr;

}

GLuint getId () const

{
return buffer -> getId ()

}

GLenum getTarget () const
{

return target;

}

cudaGraphicsResource * getResource () const

{

return resource;

}




UHTeponepabesibHOCTb C
OpenGL - TeKcTypbl

class CudaGlImage

{
GLuint image;
GLenum target;

cudaGraphicsResource * resource;

public:
CudaGlImage ( GLuint theImage, GLenum theTarget,
unsigned int flags = cudaGraphicsMapFlagsWriteDiscard )

{

image thelImage;

target = theTarget;

cudaGraphicsGLRegisterImage ( &resource, image, target, flags );
}
~CudaGlImage ()

{

cudaGraphicsUnregisterResource ( resource );

bool mapResource ( cudaStream t stream = 0 )
{
return cudaGraphicsMapResources ( 1, &resource, stream ) == cudaSuccess;
}
bool unmapResource ( cudaStream t stream = 0 )

return cudaGraphicsUnmapResources ( 1, &resource, stream ) == cudaSuccess;




UHTeponepabesibHOCTb C
OpenGL - TeKcTypbl

cudaArray * mappedArray ( unsigned int index = 0, unsigned int mipLevel = 0 ) const

{

cudaArray * array;
if ( cudaGraphicsSubResourceGetMappedArray ( &array, resource, index,

mipLevel ) !'= cudaSuccess )
return NULL;

return array;




PecypcCbl Hallero Kypca

» Steps3d.Narod.Ru
* Google Site CUDA.CS.MSU.SU
* Google Group CUDA.CS.MSU.SU

* Google Mail CS.MSU.SU
» Google SVYN

» Tesla.Parallel.Ru

* Twirpx.Com

» Nvidia.Ru



http://steps3d.narod.ru/
https://sites.google.com/site/cudacsmsusu/
http://groups.google.com/group/cudacsmsusu?pli=1
http://groups.google.com/group/cudacsmsusu?pli=1
mailto:cs.msu.su@gmail.com
http://code.google.com/p/msu-cuda-course/
http://tesla.parallel.ru/wordpress/
http://www.twirpx.com/library/comp/gpucalc/
http://developer.nvidia.com/page/home.html

